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When do Diffusion Models learn to 
Generate Multiple Objects?



Text-to-Image Diffusion models struggle with multi-object generation

Motivation
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Text-to-Image Diffusion models struggle with multi-object generation

Motivation

• GenEval [1] generation accuracy with Stable Diffusion 2 [2] and Stable Diffusion 3 [3] shows strong 
single-object performance. 

• Qualitative examples from Stable Diffusion 3 [3] also show successful single-object generation.

[1] GenEval: An Object-Focused Framework for Evaluating Text-to-Image Alignment (NeurIPS D&B 2023) 
[2] High-Resolution Image Synthesis with Latent Diffusion Models (CVPR 2022) 
[3] Scaling Rectified Flow Transformers for High-Resolution Image Synthesis (ICMl 2024)
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“An elephant” “A red banana”

Single ColorSingle Object

# of objects = 1
Single Object generation works!
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Text-to-Image Diffusion models struggle with multi-object generation

Motivation

• A larger drop on multi-object generation tasks
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“A zebra and a giraffe”

“A train under the desk”

Counting

Two Objects Color Attribution

Spatial relations

“Six skateboards”

“Black cup and yellow tv”

# of objects > 1

Multi-object doesn’t work!
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Why can’t the model generate multi-object?
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Let’s look at the training data!

Why can’t the model generate multi-object?
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Let’s look at the training data!

Why can’t the model generate multi-object?
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Q. How reliably can the models generate multi-object compositions 
under imperfect training data distributions? 
(e.g., imbalanced data, unseen compositions)



Multi-Object Spatial relations, AttrIbution, Counting

MOSAIC

Spatial relations
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CountingAttribution

• Built using COMFORT [1] simulator. 

• We define three subsets. Each subset isolates one factor of variation and assigns a 
corresponding class to each image.

[1] Do Vision-Language Models Represent Space and How? Evaluating Frame of Reference Under Ambiguities (ICLR 2025)

Relative angle between the two objects color combination of different object types 

(sphere and cube)

 the number of objects in the scene 



Training and Evaluation Pipeline

Experimental Settings

• Training stage: Train conditional 
diffusion models (U-Net, DiT)

[0,0,0,0,0,0,0,0,0,1]

VAE

Count 10 Condition 
Encoder

one-hot vector

U-Net or DiT

FrozenTrain
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Training and Evaluation Pipeline

Experimental Settings

• Training stage: Train conditional 
diffusion models (U-Net, DiT)

[0,0,0,0,0,0,0,0,0,1]

VAE

Count 10 Condition 
Encoder

one-hot vector

U-Net or DiT

[0,0,0,0,0,0,0,0,0,1]

count 10

count 1
count 2
count 10
count N

classifier

one-hot vector

FrozenTrain

• Evaluation stage: Generate images and 
evaluate generation accuracy with a pretrained 
classifier

Frozen
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Does concept imbalance affect generation?

Hypothesis 1
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Does concept imbalance affect generation?

Hypothesis 1

• We vary total dataset size and concept distribution to test the effect of data imbalance in 
training.
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Does concept imbalance affect generation?

Hypothesis 1

• Data imbalance has limited effect, while dataset size matters more. 

• Counting is most affected in the low-data regime (e.g., 10k).
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Does concept imbalance affect generation?

Hypothesis 1

• Counting is more unstable during training than attribution or spatial relations.

Training stepsTraining steps Training steps
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Does concept imbalance affect generation?

Hypothesis 1

• Takeaway1: With sufficient data, models can learn multi-object concepts.  In low-data 
regimes, however, Counting struggles with stable training.
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Does concept imbalance affect generation?

Hypothesis 1

• Takeaway1: With sufficient data, models can learn multi-object concepts.  In low-data 
regimes, however, Counting struggles with stable training.
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Can models generalize to unseen compositions?

Hypothesis 2
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Can models generalize to unseen compositions?

Hypothesis 2

• We vary total dataset size and the number of held-out composition diagonals in 
training: 0, 1, 3, 5, and 8.
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Can models generalize to unseen compositions?

Hypothesis 2

• We vary the number of held-out composition diagonals in training: 0, 1, 3, 5, and 8.
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Can models generalize to unseen compositions?

Hypothesis 2

• As more compositions are held out during training, generalization (accuracy) to unseen 
compositions becomes harder.
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Can models generalize to unseen compositions?

Hypothesis 2

• Case study: confusion matrix with five held-out diagonals. 

• Spatial relations shows the broadest confusion across generated classes, followed by 
Counting and Attribution.
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Can models generalize to unseen compositions?

Hypothesis 2
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• Takeaway2: Compositional generalization degrades as more concept combinations are 
held out during training. The difficulty follows: Attribution < Counting < Spatial Relations.



Thank you! 
More results are available in the paper! 😁 

Email to : yujin.jeong@tu-darmstadt.de 
Code: https://github.com/eugene6923/MOSAIC

mailto:yujin.jeong@tu-darmstadt.de
https://github.com/eugene6923/MOSAIC

