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Contributions
1.Drift‐robust retrieval: normalize–rotate keys and use analytic centroids to avoid stale prefill‐only clusters.
2.GPU‐native Top‐k: collision‐count candidate generation followed by 4‐bit calibrated inner‐product reranking.
3.CPU offload: keep the full KV cache in CPU memory and fetch only selected KV pairs via UVA.
4. Long‐context scalability: preserve quality while reducing decode cost at long cache lengths.

Motivation and problem setup

✓✓✓ Long‐context decoding is memory‐bound: every new token attends to a growing KV cache.
✓✓✓ Retrieval keeps the complete history, unlike eviction methods that permanently drop tokens.
××× Existing ANN/PQ retrieval degrades under decode‐time distribution drift.
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Goal: candidate set C(qt) should cover the true attention Top‐k without scanning the full cache.

Decode‐time drift hurts prior retrieval
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(a) Retrieval Recall Comparison

ParisKV (81.9%)
MagicPIG (2.6%)
PQCache (10.0%)
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(b) Centroids Drift

Original Centroids
Correct Centroids

Observation.
ParisKV keeps Recall@100 high over 10K decode steps; PQCache/MagicPIG degrade because decode keys drift away from
prefill‐only centroids.
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ParisKV algorithm‐system pipeline

Rotation‐based assignment + two‐stage GPU retrieval

Stable summaries and calibrated scores

•Normalize + rotate builds a stable angular space.
•Analytic centroids avoid online clustering and remain stable during long generation.
•Coarse‐to‐fine retrieval: cheap voting first, then calibrated 4‐bit reranking.
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Efficiency and scaling

Key
message: ParisKV increases batch‐size scalability and keeps decode latency close to full attention while
remaining runnable when full attention runs out of memory.

Why analytic centroids work (Prop. 4.1)

For a Haar‐random rotation R, write k̃ = Rk̂ and split it into B subspaces of dimension m (D = Bm). The
per‐subspace energy and unit‐direction coordinates have fixed priors:
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Implication: ParisKV places radius and level centroids analytically, without prefill‐dependent clustering, so
summaries do not drift during decoding.

Resources

Code Paper Contact WeChat
Code: github.com/amy‐77/ParisKV Paper: icml.cc/virtual/2026/poster/60751 Contact: amy‐77.github.io


