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The Edge Deployment Bottleneck

The Goal

Deploy lightweight ASR models (e.g.,
Moonshine) on edge devices for fast,
offline transcription.

The Problem

Optimized architectures fail on
morphologically rich, non-Latin
languages. English-centric tokenizers
fracture words into massive byte chains.

MUSLIMS
INMACHINE
 LEARNING

Autoregressive Collapse

High-fertility token chains
exponentially increase inference
sequence length, causing the decoder
to drift and collapse.

— Total Tokens

Total Words



The Solution: Solving Tokenizer Fertility ( )

By replacing the original byte-fallback tokenizer with a native-script BanglaBERT
WordPiece tokenizer, we compress the representation space.

Tokenizer Architecture Fertility (¢) Sequence Length Drop
Original Moonshine (Byte-Fallback) 9.16 -
Transplanted (BUET BanglaBERT) 1.30 85.8% Reduction

Before (Byte-level) After (BanglaBERT WordPiece)

b a < [1|la| _|/d e [sh|.. 9°16 i 1'30 et et
tokens per word tokens per word
(before) (after) T
9.16 tokens / word 1.30 tokens / word

Key Result

Decreasing sequence length by 85.8% entirely mitigates decoding instability. 3



Dataset Composition & Distribution

The Lipi-Ghor Dataset

Regional / Service
Dialect et mo
o 1.14 ¥

« Scale: 844.3 hours, 15 real-world RN )
content categories. e {

Cartoon, 145 | W Talkeshow 124 1
1 1688 1(172%) alk-shol 0 6.86%
2008 udio- B vovie 1218 1447%

) [ 7866 932%

+ Diversity: Audio-book (30%) and my = = e
Talk-show (17%) lead, but Movie,

W Music 3ten 378%

T B Comedy/ Satire 3135 371%
i otal Hours -

Natok, Podcast, and News all g (100% e "

. . ‘: (16.86%) 1688 200%
contribute meaningfully. 2 :
Movie 1288 1.53%

122.18 129 0.15%

(14.47%) 114 0.13%

* Long Tail: Regional/Dialect,
Total 84430 100.00%

Health, and Service/Promo push
the model to generalize beyond
high-resource genres.



The Transplantation Pipeline

Phase 1: Acoustic Adaptation & Surgery Phase 2: Two-Stage Transplant Recovery

Transplanted[ 3. Stage 1: High LR Recovery

Model
: /_) « Base: Transplanted Architecture

* Optim: AdamW (n = 2 x 10~°) : « Optim: ScheduleFree AdamW (n = 2x107*%)
* Result: 21-Epoch Adapted Encoder * Result: 7-Epoch Checkpoint

1. Initial Acoustic Fine-Tuning

ation Pipeline

* Model: Moonshine-Base (61.5M)

Epuch-i.evel 5. Autoregressive Evaluation

Extract H g 7-Epoch E"a"
21-Ep Encoder H C Checkpoint H * Gen: Beam Search (Width=4, Pen=1.2)
* Metric: Greedy WER (Random 64 Subset)
* Target: Save on Best WER (Patience=4)

2. Tokenizer Transplantation 4. Stage 2: Stabilization

* Base: 7-Epoch Transplant Checkpoint
« Optim: Reduced LR (7 =2 x 10°%)
* Updates: Dynamic Masking Enabled

* Base: 21-Ep Fine-Tuned Encoder

* Swap: T y
* Align: Map (CLS) — BOS, (SEP) — EOS

Figure 1: Overview of the Tokenizer Transplantation Methodology.



Surgical Alignment & Recovery Setup

Vocabulary Surgery (Phase 2)

# Al'igning Bangl aBERT to Mdonshi ne
nodel . resi ze_t oken_enbeddi ngs(
len(bangl abert _t okeni zer)

)

nodel . config. bos_token_id =\
bangl abert _t okeni zer.cl s_token_id

nodel . config.eos_token_id =\
bangl abert _t okeni zer. sep_t oken_id
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Stabilization Metrics (Phase 3)

 Training Loss Drop: 2.5 ¥ 0.12

* WER Stabilization: Native
word-level tokens massively
reduce exposure bias compared
to teacher-forced training.

* Metric Extraction: Greedy WER
subset sampling dynamically
verifies autoregressive
generation.






