Goal Misgeneralization in Deep
Reinforcement Learning

Lauro Langosco®, Jack Koch*, Lee Sharkey*, Jacob Pfau, Laurent Orseau, David Krueger




Goal misgeneralization

Two ways to fail out-of-distribution:

1. Capability generalization failure: capabilities fail to transfer from the training
distribution

2. Goal misgeneralization: capabilities generalize OOD, but policy pursues the

wrong goal.
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Capability failure

The agent’s observations are corrupted
by changing contrast.

What the agent sees:






Goal Misgeneralization

e The policy is capable
e The policy is goal-directed

e Yet it still fails!






Formalization

Main idea: define mixtures pagt(‘l:) and p, () over trajectories

e The agent mixture pagt(t) gives P(t | policy is goal-directed)

e The device mixture p () gives P(t | policy is not goal-directed)
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Conclusion

e (Goal misgeneralization occurs when a policy misgeneralizes despite being
capable and goal-directed.

e Threat model: non-random failure, targeted at achieving a goal





